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What is F-DASH ?

F-DASH is a ‘DOS’ (i.e. text-interface) program for windows, which calculates a number of the ad hoc statistics that have been used for difficult polyploid molecular-marker systems; e.g. “Shannon-Weaver phenotype diversity”. It also calculates differentiation statistics based on such measures of diversity. 

It is intended for polyploids in which alleles and loci can be scored, but allele-dosage and thus genotypes cannot. Input data is in the form of “allelic phenotypes”.

F-DASH gets its name from F'ST, a genetic-differentiation statistic based on allelic phenotype* diversity within and between populations 

*NOTE An allelic phenotype arises if you cannot distinguish between polyploid individuals (a,b,b,b) and (a,a,b,b) and are forced to score them both as (a,b) regardless of the number of copies of each allele.

While the program was written for isozymes, there is no reason why it could not also be used for microsatellites, though it does not take account of any information that could be gained by the use of a stepwise mutation model. It is intended for use in disomic polyploids (allopolyploids and diploidised autopolyploids) 

To make complete sense of what F-DASH is intended for it might help to read the paper that discusses it: 

Obbard, Harris & Pannell (2006) “Simple allelic-phenotype diversity and differentiation statistics for allopolyploids” Heredity (In press)
*BUGS* 

There is currently a known bug in the input process for FDASH, relating to the calculation of pairwise genetic and geographic distances between populations.

When you run the program, in answer to question (5)  

“Do you wish to Calculate F'st (the modified Fst) between all pairs of samples? (type y/n):” 
Only select ‘y’ if you can additionally provide longitude and latitude data for the populations. This is because if you select ‘y’, FDASH will not (currently) take ‘no’ for an answer when it asks whether you want geographic distances in addition to genetic ones!
There are many papers that have dealt very well with polyploid population genetics.

For polysomic polyploids read:

Bever JD, Felber F (1992) The theoretical population genetics of autopolyploidy. Oxford Surveys of Evolutionary Biology 8, 185-217.

Ronfort J, Jenczewski E, Bataillon T, Rousset F (1998) Analysis of population structure in autotetraploid species. Genetics 150, 921-930.

Hardy OJ, Vekemans X (2001) Patterns of allozyme variation in diploid and tetraploid Centaurea jacea at different spatial scales. Evolution 55, 943-954.

Hardy OJ, Vekemans X (2002) SPAGEDi: a versatile computer program to analyse spatial genetic structure at the individual or population levels. Molecular Ecology Notes 2, 618-620

For ad hoc statistics of the type used here read:

Rogers DL (2000) Genotypic diversity and clone size in old-growth populations of coast redwood (Sequoia sempervirens). Canadian Journal of Botany-Revue Canadienne De Botanique 78, 1408-1419.

Meerts P, Baya T, Lefebvre C (1998) Allozyme variation in the annual weed species complex Polygonum aviculare (Polygonaceae) in relation to ploidy level and colonizing ability. Plant Systematics and Evolution 211, 239-256.

Chung MG, Hamrick JL, Jones SB, Derda GS (1991) Isozyme variation within and amoung populations of Hosta (Liliaceae) in Korea. Systematic Botany 16, 667-684.

Gaur PK, Lichtwardt RW, Hamrick JL (1980) Isozyme variation among soil isolates of Histoplasma capsulatum. Experimental Mycology 5, 69-77.

What can I do with FDASH?

F-DASH is very limited in its application. It is simply intended to make the calculation of phenotypic statistics faster than it is by hand. Included are a series of summary statistics for allelic phenotype data, including (but not limited to): 

· The total number of alleles

· Total number of phenotypes

· The proportion of polymorphic loci


· Within-sample diversity measures

· Overall diversity measures 

· F’ST differentiation statistics based on the above diversity measures

· The average number of different alleles carried by each individual

· The most alleles carried by an individual


· The fewest alleles carried by an individual

· The average number of alleles in each phenotype

These are done per locus, and as a cross-locus average. 

· They can be calculated: 

· As a single average for a set of samples 

· Where appropriate, for each sample individually 

· As an average for each of a number of user-defined groups of samples

· F'ST can be calculated for each pair of samples

· Geographic distances can be calculated between pairs of samples, based on longitude and latitude.
· The significance of differences between groups for some statistics (F'ST , and diversity measures) are assessed using randomisation tests, but no correction is made for multiple tests. 

How to do I run FDASH?

1. Place the executable ‘FDASH.exe’ in the same directory as your input file(s). 

2. Double click on FDASH.exe, and it will open a command prompt (Dos Box), and say something like:

                ***************************

                *    This is F-DASH-ST    *

                ***************************

This program calculates a set of Population-Genetic

statistics from allelic phenotype data.

Note that this version is compiled to handle a maximum of

        200 alleles per locus

        500 phenotypes per locus, and

        20 alleles per phenotype

Significant differences in statistics between user-

defined groups are calculated by shuffling samples between groups

3. When prompted, enter the name of the input text file (see below for the format). The name should include the file extension, e.g.

-> Enter the name of the input file (including extension): example_data.txt 

4. When prompted, enter the stem name of the output files. Thus if you give ‘my_out’, the out file names will be my_out_summary.txt and my_out_stats.txt.

-> Enter the stem for the output file names: my_out
5. Response ‘y’ or ‘n’ according to which statistics you wish to calculate (All populations together, all populations individually, each group of populations together, etc)

6. In response to 

Do you wish to Calculate F'st (the modified Fst) between all pairs of samples? (type y/n):

Only answer ‘y’, if you have an additional input file containing longitude and latitude data. [this is a bug in the program].  In the long/lat text file, each row is the longitude and latitude of a population (in decimal degrees, negative for west and south), separated by a tab. The order *must* the same as that in the other data input file. 
7. When you have answered all the questions, FDASH will list the total number of individuals in your input file, the number of columns (and the number of loci). It will then allocate the memory necessary to handle this much data, and list the number of different samples (i.e. populations) and the names of the loci. Finally it will list the names of the samples (populations). Check that this agrees with what you think is in the input file. If it does not, then there is a mistake in the input file (e.g. an extraneous line-end, or tab, or space)

File example_data.txt seems to contain

        100 individuals,

        9 columns (6 loci), with the widest field being

        36 characters wide

Allocating memory for the table of data...

...success!

Allocating memory for the table of data...

...success!

Allocating memory for the table of locus names...

...success!

There are 5 samples represented in the file

The loci are named:

        Aat-2,

        Pgi-2,

        Me-2,

        6Pgd-1,

        6Pgd-2,

        Idh-1,

The samples are named:

        0004f

        0008a

        0009a

        0010a

        0011a

Does the information above look correct?

if not, then the file contains an error.

Press <enter> to continue
8. When you have answered all the questions, FDASH will list the total number of individuals in your input file, the number of columns (and the number of loci). It will then allocate the memory necessary to handle this much data, and list the number of different samples (i.e. populations) and the names of the loci. Finally it will list the names of the samples (populations). Check that this agrees with what you think is in the input file. If it does not, then there is a mistake in the input file (e.g. an extraneous line-end, or tab, or space)

9. FDASH will then run, occasionally giving you feedback to indicate that it’s doing something.  It should run quite quickly, unless you request many permutations on a large number of individuals (e.g. >1000).

10. A summary of the input data (allele frequencies , Phenotype frequencies, overall, and by population) will be stored in the *_summary.txt file and all the stats (see below) will be stored in the *_stats.txt file. The data is tab-separated, making it easy to open with excel.

What are all the summary statistics FDASH reports?
All cross-locus averages are weighted by the sample size (there may be missing data for some loci).

Whilst it is clear what some of these statistics are telling you, others are obscure ones that I was trying out when I wrote the code. These are unlikely to have any application: they are included only because they were used in an earlier simulation study. Those in bold may be useful, and have been employed elsewhere. Those in grey can safely be ignored.

· Total number of alleles seen

· The total number of alleles seen in each locus for the unit in question (e.g. overall, per sample, per group)

· Av. number of alleles per sample

· The average number of alleles seen in each locus in each sample (e.g. over all samples, or over all samples in the group). The average is weighted by sample size, but does not account for the fact that more alleles will be seen in larger samples.

· Total number of phenotypes seen

· The total number of phenotypes seen in each locus for the unit in question (e.g. overall, per sample, per group)

· Av. number of phenotypes per sample

· The average number of phenotypes seen in each locus in each sample (e.g. over all samples, or over all samples in the group). The average is weighted by sample size, but does not account for the fact that more phenotypes will be seen in larger samples.

· Av. number of unshared alleles between pairs of individuals within samples

· The average number of unshared alleles between each pair of individuals, with pairs on individuals being taken within samples.  e.g individuals [100,122,136] and [077,122,136] do not share 2 alleles, 100 and  077. This is the number of alleles individuals differ by, on average.
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This is a measure of within-sample diversity H'S: If all individuals in each sample are the same it will be zero, if they are all different it will be large. The more differences there are between individuals, the larger the number. 

· The average across samples is weighted by sample-size.

· Av. number of unshared alleles between pairs of individuals across all samples

· The average number of unshared alleles between each pair of individuals, with pairs on individuals being taken from all samples. e.g. individuals [100,122,136] and [077,122,136] do not share 2 alleles, 100 and  077.
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 This is a measure of over-all diversity H'T: If all individuals are the same it will be zero, if they are all different it will be large. The more differences there are between individuals, the larger the number.

· (Unshared Alleles) F'ST
· A differentiation statistic: the proportion of total diversity that is found between samples, calculated using the two “unshared alleles” diversity statistics from above.
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No corrections for sample size (other than average H'S being weighted) are made.

· Av. Shannon-Weaver phenotype diversity within samples

· Shannon-Weaver diversity of phenotypes, calculated within samples, and averaged (weighted by sample-size) across samples.
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This is a measure of within-sample diversity HSW
· Shannon-Weaver phenotype diversity across all samples

· Shannon-Weaver diversity of phenotypes, calculated across samples

· This is a measure of over-all diversity HSW
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· Shannon-Weaver: SWFST 

· A differentiation statistic: the proportion of total diversity that is found between samples calculate using HSW
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No corrections for sample size (other than average HSW being weighted) are made.

· Av. p(1-p) phenotype diversity within samples

· Diversity of phenotypes, calculated within samples, and averaged (weighted by sample-size) across samples.

· This is a measure of within-sample diversity HPhen
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· p(1-p) phenotype diversity across all samples

· Diversity of phenotypes, calculated across samples
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This is a measure of over-all diversity HT'
·  p(1-p): PFST 

· A differentiation statistic: the proportion of total diversity that is found between samples, calculated using the two “unshared alleles” diversity statistics from above.

· No corrections for sample size (other than average HPhen being weighted) are made.

· Average number of different alleles carried by each individual

· The number of different alleles carried by each individual is counted, and the total divided by the number of individuals.

· Variance in the number of different alleles carried by each individual

· The number of different alleles carried by each individual is counted, and the variance calculated.

· Most alleles carried by an individual

· Fewest alleles carried by an individual

· Av. number of alleles in each phenotype

· The number of alleles in each phenotype is counted, and the total divided by the number of different phenotypes.

· Variance in the number of alleles in each phenotype

· The number of alleles in each phenotype is counted, and the variance calculated. Note this is a within-locus allelic phenotype, not a multilocus-phenotype.

· Av. number of shared alleles between pairs of individuals within samples

· For each pair of individuals (drawn within samples) the number of alleles they share is counted (e.g. individuals [100,122,136] and [077,122,136] share 2 alleles, 122 and 136), and this is averaged over pairs.

· Av. number of shared alleles between pairs of individuals from different samples

· For each pair of individuals (drawn from different samples) the number of alleles they share is counted (e.g. individuals [100,122,136] and [077,122,136] share 2 alleles, 122 and 136), and this is averaged over pairs.

· Av. number of unshared alleles between pairs of individuals from different samples

· For each pair of individuals (from different samples) the number of alleles they do not share is counted  (e.g. individuals [100,122,136] and [077,122,136] do not share 2 alleles, 077 and 122), and this is averaged over pairs. 

· Av. number of shared alleles between pairs of individuals across all samples

· For each pair of individuals (drawn from all samples) the number of alleles they share is counted (e.g. individuals [100,122,136] and [077,122,136] share 2 alleles, 122 and 136), and this is averaged over pairs.

· Is the locus polymorphic? (1/0)

· A one or zero (true or false) record of whether the locus was polymorphic, i.e. whether there was more then one allelic phenotype. 

· Note that if all individuals have the same alleles at a locus, there is no polymorphism.

· The cross-locus average of this value is a measure of the proportion of polymorphic loci.  

· Could PsLD be calculated? (1/0)

· A one or zero (true or false) record of whether the PseudoLD statistic (described below)could be calculated – i.e. were there more than two variable alleles.

· PsLD

· PseudoLD; This is a very odd statistic that has very little power, and even less use. 

· If the organism is a disomic 2n-ploid, a ‘locus’ is in fact n different ‘sub-loci’ that have the same alleles. If there is some form of admixture and/or some selfing Linkage Disequilibrium (LD) can be generated and maintained between the sub-loci. This statistic was an attempt to get a handle on that LD. However, since it needs many variable loci, and will always have some non-zero value by chance, it is not much help. It would be much better to have a measure of inter-locus LD.  

· Av. Number of carriers of each allele across all samples

· The average proportion of individuals that carry each allele.

· i.e. if there are 6 alleles, a,b,c,d,e & f, and 97% of individuals carry a, 50% carry b, 30% carry c, 1% carry d and 0.5% carry e and f, then this statistic will be 0.2983

· Variance in the number of carriers of each allele across all samples

· The variance in the proportion of individuals that carry each allele.

· i.e. if there are 6 alleles, a,b,c,d,e & f, and 97% of individuals carry a, 50% carry b, 30% carry c, 1% carry d and 0.5% carry e and f, then this statistic will be 0.1245

· Frequency of carriers of the commonest allele across all samples

· The proportion of individuals carrying the allele that has the most carriers 

· i.e. if there are 6 alleles, a,b,c,d,e & f, and 97% of individuals carry a, 50% carry b, 30% carry c, 1% carry d and 0.5% carry e and f, then this statistic will be 0.970

· Frequency of carriers of the rarest allele across all samples

· The proportion of individuals carrying the allele that has the fewest carriers

· i.e. if there are 6 alleles, a,b,c,d,e & f, and 97% of individuals carry a, 50% carry b, 30% carry c, 1% carry d and 0.5% carry e and f, then this statistic will be 0.005

· Av. Number of carriers of each allele within each sample

· The average proportion of individuals that carry each allele calculated within samples, and averaged (weighted by sample-size) across samples

· Variance in the number of carriers of each allele within each sample

· The variance in the proportion of individuals that carry each allele, calculated within samples, and averaged (weighted by sample-size) across samples

· Frequency of carriers of the commonest allele within each sample

· The proportion of individuals carrying the allele that has the most carriers, calculated within samples, and averaged (weighted by sample-size) across sample

· Frequency of carriers of the rarest allele within each sample

· The proportion of individuals carrying the allele that has the fewest carriers, calculated within samples, and averaged (weighted by sample-size) across sample

· Av. Number of carriers of each phenotype across all samples

· This and the following phenotype statistics are analogous to the equivalent eight allele-statistics given above.

· Note that while individuals can carry many alleles, they can each only carry one phenotype (per locus), and thus the frequencies must sum to one.

Limitations of the program

For ease of programming there are a small number of limitations to the data:

· A single locus can have no more than 200 alleles

· A single locus can have no more than 500 phenotypes

· A single phenotype can have no more than 20 alleles

The significance of differences between groups is only reported for a few statistics. 

There is no limit (other than the size and speed of your computer) to the number of loci, the number of groups, the number of samples, or the number of individuals.

However, be aware that when doing randomisations for significance testing, the program can be slow. It was written quickly without much though for speed optimisation, and with >2000 individuals doing randomisation tests takes a significant amount of time.  

What the input file looks like

I have attempted to make the input as user-friendly as possible. 

F-DASH reads tab-delimited text files as output by the “export” function of MS Access and the “save as tab-delimited txt” option in MS Excel.

The first row contains column-titles (remember to choose this option when exporting from access!) These can be as wide as you want, and include any characters (except tabs) you want, but a tab must separate columns, and there must be no tab after the last column eg:

GroupNames<tab>SampleNames<tab>Other_data<tab>Locus1<tab>Locus2 

· Each subsequent row corresponds to an individual. 

· The data in column 1 are used as a group identifier, and may consist of any alphanumeric characters. 

· The data in column 2 are used as the sample (e.g. population) identifiers, and again may consist of any alphanumeric characters. 

· The data in column 3 is unused, and can contain any other notes you wish (e.g. location names, individual identifiers)
· Column 3 must be present, but can be empty (e.g. <tab><tab>). 

· All other columns are assumed to contain genetic data.

Genetic data is in the form of allelic phenotypes, alleles identified with a 3-digit code (e.g. 110, 456, or 001) and separated by commas. Thus the phenotype of an individual that carries alleles 010, 100, and 136 is recorded as:

010,100,136

The order does not matter, and duplication will be ignored, thus 010,100,136,136 will be treated as 010,100,136.

A missing locus for an individual can be coded with a single ‘?’ or left blank (i.e <tab><tab>)

A suitable access query (two groups, two samples, 16 individuals for two loci: Aat and Pgi) ready for export could look like this (note the missing data):

	Country
	Population
	Location
	Aat-2
	Pgi-2

	Canary Islands
	0206a
	El Sauzal
	100,115
	077,100

	Canary Islands
	0206a
	El Sauzal
	115
	100

	Canary Islands
	0206a
	El Sauzal
	115
	100

	Canary Islands
	0206a
	El Sauzal
	115
	100

	Canary Islands
	0206a
	El Sauzal
	?
	100

	Canary Islands
	0206a
	El Sauzal
	115
	100

	Canary Islands
	0206a
	El Sauzal
	115
	100,122

	Canary Islands
	0206a
	El Sauzal
	115
	100

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	077,100,122

	Morocco
	1020a
	nr. Dar-ed-Dou
	
	077,100,122

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	077,100,122

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	077,100,122

	Morocco
	1020a
	nr. Dar-ed-Dou
	
	077,100,122,136

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	?

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	077,100,122,136

	Morocco
	1020a
	nr. Dar-ed-Dou
	100,115
	077,100,122,136


An example input file (Morocco_Spain.txt) is included in the zip.

What the output files look like

The output files should be completely self-explanatory.

Both files are in tab-delimited text format, and can be easily imported into MS excel (Choose “Open”, then “Text Files” then “Tab delimited”, or simply drag-and-drop the files into an open Excel window).

<name> is the stem the user chooses at the start of program execution.

File 1: name_summary.txt 

· This file contains a summary of allele-carrier counts and frequencies, and phenotype counts and frequencies, overall, and per sample, arranged by locus. 

· This data could be used for further analysis, or simply as an easy way of checking for mistakes in the input data. 

File 2: name_stats.txt 

· This file contains all the summary statistics generated by F-DASH.

· There are up to 4 sections to the file, depending on which selections you make at the beginning:

1. Statistics calculated across all samples: All the summary statistics, calculated across all samples
2. Statistics calculated for each sample individually: All the summary statistics are calculated for each sample individually. Many statistics (e.g. F'ST) cannot be calculated for a single sample. In these cases either zero is returned, or the multi-sample statistic takes the same value as the single-sample equivalent.
3. Pairwise F'ST (unshared alleles): F'ST calculated using the unshared-alleles measure of diversity is calculated pairwise between all samples. Since there is no well-defined expectation as to how F’ST should behave under an isolation-by-distance model, it is not entirely clear why you would wish to do this.
4. Group Statistics: All the summary statistics, calculated across all samples for each user-defined group. These are followed by p-values for the hypothesis of “no difference between groups”, for a few key summary statistics. This is done by randomly shuffling the samples between groups; then recording the proportion of occasions on which the difference between shuffled groups is greater than between the original groups is used to calculate these p-values.
Conditions

This program and source code are distributed free of charge for any academic use, but if you publish statistics calculated using it, please cite this program. 

Please contact me (Darren.Obbard@plants.ox.ac.uk) if you wish to employ either the program or any part of the code for a non-academic purpose. 

If you should have some strange desire to re-write it completely and make a nice GUI for it, then that would be very welcome, and I only ask that you cite the original source.

Disclaimer

This is a largely untested beta-version of F-DASH, and there is no guarantee that any part of it works correctly (or indeed at all).  I recommend you test the output against hand-calculated statistics for a small sample size, to ensure that it gives the numbers you expect.

It is provided as-is, to be used entirely at your own risk, and I accept no responsibility for any loss or damage that arises as a consequence of its use.

If you find bugs, errors, or omissions then please email me (Darren.Obbard@plants.ox.ac.uk) and I shall have a look at how hard they are to correct, before I do anything.
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